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a brief history of computing



once upon a time ...
computers had to break for lunch 

•Pre-WWII: all men
•During WWII: mostly 
women
•Computing ballistic 
tables, by hand



Where It Really Started
The ENIAC (Electrical Numerical Integrator And Calculator) 1946

John Mauchly and J. Presper Eckert (U. of Pennsylvania)

ENIAC contained 
• 17,468 vacuum tubes, 
• 7,200 crystal diodes, 
• 1,500 relays, 
• 70,000 resistors, 
• 10,000 capacitors 
• 5 million hand-soldered joints
• 27 tons
• 150 kWh
• 5,000 additions/sec

Jean Jennings Bartik (left) and Frances 
Bilas Spence (right) preparing for the 
public unveiling of ENIAC, February 1946



Programming the ENIAC I

‣Wired-in programs: by switch setting
✦ develop the program (“code”) on paper: weeks

✦ load, manually, the program into the computer: days

✦ testing and verification (single-step execution): days

‣ Speed: 
‣ 1000 times faster than any existing calculator

‣ Reliability: 
‣ machine was “up” 50% of the time.



The Stored program computer

‣1948, John von Neumann modifies the ENIAC
- Store the program in memory: fetch instructions 

and data
- Reduces the computing speed by six: 

• eliminates all parallel operations
- Reduces the programming time: from weeks to 

hours!

‣Start of the stored program, or von Neumann, model 
as we know it
- Stored program was also used in the Colossus 

(Alan Turing)

with 1000X speedup
6X slowdown was 

acceptable for

PROGRAMMABILITY



FPGA CODE ACCELERATION

opportunities & challenges



pocket sized 
supercomputer

terabyte/sec 
network speeds

2013: internet 
traffic 667 exabyte 

(1018)

data generation rate = 
2x available storage

information revolution or data explosion?

information = data + analysis

4.6 billion mobile-
phones worldwide

1 to 2 billion internet 
users worldwide



Three modes of computations

software hardware reconfigurable

examples

+
-

CPU, GPU, DSP, multicore ASIC FPGA, processor arrays

flexibile, available, low 
cost

speed, energy 
efficiency, size

flexibility, available, energy 
efficient, fast, medium cost

slow, low parallelism, 
energy inefficient rigid, expensive unfamiliar technology, 

poor programmability

Programmability problem
HDLs are low-level, complex and unfamiliar
need for a raised abstraction level for FPGA 

programming

reported performance 
advantage over CPU 

10x to 10,000x 



Opportunities: High Throughput

Why FPGAs?

‣  High efficiency computing

‣  No memory off loading



Efficiency

‣Limitations of stored program model
- software is in memory 
- software controls datapath
- datapath controls data 

‣On FPGA
- software IS the datapath



Efficiency & Parallelism

‣Highly repetitive computation on streamable data
- efficiency advantage of spatial computing: ~ 10x*

- parallelism advantage of FPGAs: ~ 100x
- pipelining advantage: ~ 10x
- clock rate disadvantage of FPGAs: ~ 0.20x

~ 2,000x

10% would get you a paper in a top computer architecture conference!

*Guo et al. in 2004 Symp. On FPGA, February 2004



data source
data

FPGA result

limited throughput
high energy consumption

high throughput
1/3 energy consumption

data source DMA memory

CPU

data

result

disk

Memory off-loading



FPGA-based computing

data

CPU FPGA
configuration

memory

data 
source‣Any application with large 

streaming data
- Signal, image & video

- Network processing (intrusion 
detection)

- Data bases, analysis, mining

- Bioinformatics

‣  Massive parallelism: 
- 100s of concurrent fp operations/chip

- @ > 300 MHz: > 30 GFLOP/chip

- 1000s of fixed point operations



why FPGAs as code accelerators?

HDL programming:
Unfamiliar behavioral 

languages
Tedious low level circuit 
design, Timing sensitive

Complex tool-chain:
synthesis, place & route

Many 
man-months/
application

programmability!

not√



Why are GPUs in HPC?

chip 
design

owner?

owner?
reference 

board
design

owner?

nVidia 
manages the 
whole stack

PROGRAMABILITY



PERFORMANCE?

data mining with dynamic time warping



Dynamic Time Warping

‣Data mining using subsequence similarity search on time 
series

‣Relies on dynamic programming on two strings: signal and 
query

E. Keogh and C.A. Ratanamahatana. Exact indexing of dynamic time warping.  Knowledge and Information Systems, 7(3):358{386, 2005.
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DTW - Hardware Architecture

mainly in three ways. First, it maximizes the throughput by 
exploiting loop and instruction level parallelism. Second, it 
reuses the data, and third, it generates a pipelined datapath to 
minimize the number of clock cycles [29]. 

Our FPGA design consists of two major blocks: 
Normalizer and Warper, to normalize the input data and run 
the actual DTW matrix calculations, respectively (Figure 6). 
Input data streamed into the system are first given to a First-
In-First-Out (FIFO) buffer. The size and input ratio of this 
FIFO can be adjusted according to the FPGA interconnection 
mechanism. However, the output of the FIFO generates one 
sample (8 bits) every clock cycle. Next, the output of the 
FIFO is fed into the Normalizer module. Initially, 
Normalizer waits until the first window is received. Every 
following normalization operation reuses m-1 operands of 
the previous operation, where m is the query length. After the 
first output is produced, a new output is generated every 
clock cycle. This output is given to another FIFO, which acts 
as the intermediate memory component between the 
Normalizer and the Warper.  
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Figure 6: FPGA Block Diagram. Thick lines are for m-point wide 
connections. Thin lines are for one-point wide connections. Buffers are 
simple FIFOs. 

Internally, a trivial Normalizer module stores m-partial 
sliding windows. In every clock cycle, it updates statistics 
for all of the partial windows and outputs the window for 
which the normalization is complete. Thus, it needs quadratic 
O(m2) space in the FPGA and does not scale with larger 
query lengths. In order to support larger query lengths, we 
implemented an online Normalizer, which does not 
remember intermediate states. It computes the mean ( ) and 
standard deviation ( ) online and normalizes exactly one 
window in every clock cycle. Thus, it needs linear O(m) 
space in the FPGA. Although the trivial Normalizer has 
shown better performance in speed due to less overhead, it 
does not make any difference in the overall system 
performance. The reason for this is that the Warper module 
is the real performance bottle-neck as described later. 

The Online Normalizer consists of three sub-units, as 
shown in Figure 7. The first unit calculates the sum and sum 
of squares of all the inputs in a sliding window fashion, by 
adding the new value while subtracting the oldest value to be 

until the first window is completely received through the 

and the sum for the second window is obtained at the output. 
This output is also given to the Normalize Divider sub-unit, 
where the mean and the standard deviation of the latest 
window are obtained. The input stream is provided to the 
third unit through a buffer. The size of this buffer depends on 
the delay of the first two modules. The third module must 

wait until the corresponding mean and standard deviation 
values are available for a given window. This delay is 
provided by the Datapoint Buffer, which is automatically 
added by ROCCC. The unit then runs the actual 
normalization function. The generated normalized data is 
provided to the systolic array (warper) through a buffer, as 
shown in Figure 6. 
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Figure 7: Online Normalization Unit. The sum and sum of squares are 
obtained in a sliding window approach, by adding the new input and 
subtracting the oldest value. The input datapoints are delayed through the 
Datapoint Buffer, to make sure that the correct mean and standard 
deviation are used. 

The Warper module is implemented as a systolic array 
[3]. A systolic array consists of data processing units 
connected in a matrix fashion. These data processing units 
(i.e. cells) share the information with their neighbors 
immediately after processing. Using ROCCC -in 
systolic array generator, we simply obtain the hardware 
description of the Warper module. Structurally, the Warper 
module is the same for any window size, except for the size 
of the systolic array. This size can be adjusted in the ROCCC 
code by tuning a parameter. A Warper module generates one 
DTW distance between the normalized sliding window and 
the query time series in every m clock cycle where m is the 
window size/query length. Since the normalization unit is m 
times faster than the Warper unit, we place multiple Warper 
units to operate on separate normalized windows generated 
by the normalization unit. Ideally, if we had unlimited FPGA 
area, we could place m Warper modules to get the maximum 
processing speed of one DTW distance in every clock cycle. 
When multiple Warper modules are in place, the Internal 
Buffer output is fed into them in a round robin fashion.  

VI. EVALUATION 
In this section, we show the performances for the DTW 

subsequence search problem in different hardware settings. 
We use the following platforms: 

Software: Intel Xeon E5540 CPU at 2.53 GHz 
SSE : Intel i7- 920 CPU at  2.66 GHz 
GPU: NVIDIA Tesla C1060 with 240 cores 
FPG A : Xilinx Virtex 5 LX-330 

The SSE (Streaming Single Instruction Multiple Data 
(SIMD) Extensions) is an instruction set extension to 
x86-architecture. It makes use of 128-bit SSE registers and 
can merge four 32-bit data to operate concurrently. The 
software implementation proposed in Table 1 can be 
parallelized by making use of data independencies. However, 

mainly in three ways. First, it maximizes the throughput by 
exploiting loop and instruction level parallelism. Second, it 
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minimize the number of clock cycles [29]. 

Our FPGA design consists of two major blocks: 
Normalizer and Warper, to normalize the input data and run 
the actual DTW matrix calculations, respectively (Figure 6). 
Input data streamed into the system are first given to a First-
In-First-Out (FIFO) buffer. The size and input ratio of this 
FIFO can be adjusted according to the FPGA interconnection 
mechanism. However, the output of the FIFO generates one 
sample (8 bits) every clock cycle. Next, the output of the 
FIFO is fed into the Normalizer module. Initially, 
Normalizer waits until the first window is received. Every 
following normalization operation reuses m-1 operands of 
the previous operation, where m is the query length. After the 
first output is produced, a new output is generated every 
clock cycle. This output is given to another FIFO, which acts 
as the intermediate memory component between the 
Normalizer and the Warper.  

Input
PINs

Input Buffer

m Datapoints
Normalizer

Internal Buffer

m Datapoints

Removing Buffer

1 Datapoint

Warper

1 Datapoint

 

Figure 6: FPGA Block Diagram. Thick lines are for m-point wide 
connections. Thin lines are for one-point wide connections. Buffers are 
simple FIFOs. 
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for all of the partial windows and outputs the window for 
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The Warper module is implemented as a systolic array 
[3]. A systolic array consists of data processing units 
connected in a matrix fashion. These data processing units 
(i.e. cells) share the information with their neighbors 
immediately after processing. Using ROCCC -in 
systolic array generator, we simply obtain the hardware 
description of the Warper module. Structurally, the Warper 
module is the same for any window size, except for the size 
of the systolic array. This size can be adjusted in the ROCCC 
code by tuning a parameter. A Warper module generates one 
DTW distance between the normalized sliding window and 
the query time series in every m clock cycle where m is the 
window size/query length. Since the normalization unit is m 
times faster than the Warper unit, we place multiple Warper 
units to operate on separate normalized windows generated 
by the normalization unit. Ideally, if we had unlimited FPGA 
area, we could place m Warper modules to get the maximum 
processing speed of one DTW distance in every clock cycle. 
When multiple Warper modules are in place, the Internal 
Buffer output is fed into them in a round robin fashion.  

VI. EVALUATION 
In this section, we show the performances for the DTW 

subsequence search problem in different hardware settings. 
We use the following platforms: 

Software: Intel Xeon E5540 CPU at 2.53 GHz 
SSE : Intel i7- 920 CPU at  2.66 GHz 
GPU: NVIDIA Tesla C1060 with 240 cores 
FPG A : Xilinx Virtex 5 LX-330 

The SSE (Streaming Single Instruction Multiple Data 
(SIMD) Extensions) is an instruction set extension to 
x86-architecture. It makes use of 128-bit SSE registers and 
can merge four 32-bit data to operate concurrently. The 
software implementation proposed in Table 1 can be 
parallelized by making use of data independencies. However, 



DTW - Performance

‣ Evaluation 
Platforms:
- Software: Intel 

Pentium i7 2.66 
GHz, 6 GB RAM

- FPGA: Xilinx 
Virtex-5 LX-330

- GPU: NVIDIA Tesla 
T10
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D. Sart, A. Mueen, W. Najjar, V. Niennattrakul, and E. Keogh. Accelerating Dynamic Time Warping Subsequence Search with GPUs and FPGAs, in 
IEEE Int. Conf. on Data Mining, Sydney, Australia, Dec. 2010.



PERFORMANCE?

comparing to GPUs on image algorithms



Evaluation Platforms

‣GPU - NVidia Tesla processor
- 30 Streaming Multiprocessors (8 

cores each) total of 240 cores
- Both GPGPU-Sim and measured 

values running on a Tesla processor
- 1, 4, 10, and 30 Streaming 

Multiprocessor configurations tested

‣FPGA - Virtex 6 LX760
- Programmed in ROCCC compliant C
- Unrolled for different levels of 

parallelism
• One loop body, 4x4 loop bodies, and 4x8 loop 

bodies

- All hardware for one application 
created through the tuning 
parameters of ROCCC and one 
source file

Benchmarks
- Brightness Filter
- Color Extraction
- Box Filter
- Gaussian Blur
- Blend
- Sobel
- Median Filter
- Pixelation



Throughput Comparison
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Execution Time
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where did the cycles go?



the lost cycles on GPU

27

where did the cycles go?

waiting for memory!



ROCCC 2.0 

roots & vision



What is ROCCC?

‣Riverside Optimizing Compiler for Configurable 
Computing

‣Designed for FPGA code acceleration
- Not an EDA tool!
- Focus is on loop nests and streaming data

‣Designed to:
- achieve same clock speed as hand-written HDL
- keep the user in full control: 

• algorithm and design space exploration
• only what is well understood is automated

free and 
open 

source



Origins Of ROCCC 1.0

‣SA-C (Single Assignment C): Colorado State
- Language + compiler project

• demonstrated efficient hardware based upon single assignment 
property

‣StreamsC: LANL
- Addition of streaming mechanisms to C, explicit parallelism
- Now ImpulseC

‣ROCCC 1.0
- Purely top down approach
- Limits the design space that can be explored



Why ROCCC 2.0?



Hardware Specification Problem

App.
Algorithm

C 
Program

Hardware 
Implementations

?

my favorite solution



Why ROCCC 2.0?



Abstractions

‣ABSTRACTIONS!
• secret ingredient in the computing revolution of the past 60 years
• none such, yet, for FPGAs

‣Compilers rely on abstractions of the hardware eco-system
• virtual memory, memory mapped I/O etc

‣ROCCC 2.0: two data source abstractions
- streams & random access memory
- inferred by compiler



Interface Abstractions

Memory

Ethernet

SATA

ROCCC
Code

BRAM
FPGA

memory interface

stream interface

platform specific 
interface core



Why ROCCC 2.0?



Design space exploration

example:
two loops nested accessing two arrays

Unroll loop 1 
or loop 2? 

Partial or full 
unroll? 

Access arrays in 
chunks or as 
streams? 

One or two 
memory banks? Merge 

arrays? 

Multiple clock 
domains? 

Fuse the 
loops? Design 

space 
explosion 



ROCCC 2.0 Vision

‣ Give user better control over outcome
‣ Use C to build modular computing 

elements
- modular design
- bottom-up construction
- composable and reusable modules

‣ Abstract away platform specifics 
- from compiler code generation: interface to memories 

‣ Support efficient design space exploration
- user driven, platform aware



ROCCC 2.0 

implementation



compiler 
generated

Decoupled Execution
Memory

Input Smart Buffer

pipelined datapath

Memory

Output Buffer

DMA
 Engine

DMA
 Engine

loop nest => 
pipelined datapth

designed to reuse 
on chip data

FIFO buffer

Every cycle:
• Input smart buffer 

pushes data to 
datapath

• Output buffer collects 
data

Memory can be on or 
off chip or board



Modular Bottom-up Design

‣Modules and Systems

‣Modules:
- Self contained hardware computational blocks, expressed in C
- Bottom-up composition of modules
- Standard database (SQLite3) contains all information on 

modules either in C, VHDL, or netlists

‣Systems
- Process streams of data in critical loops
- Can use modules
- Many user controllable optimizations



Example

#include “roccc-library.h”

void firSystem()
{
  int A[1000] ;
  int B[1000] ;
  int i ;
  int endValue ;
  int myTmp ;

  for(i = 0 ; i < endValue ; ++i)
  {
    // Data reuse is detected in loops by the compiler
    FIR(A[i], A[i+1], A[i+2], A[i+3], A[i+4], myTmp) ;
    B[i] = myTmp ;
  }
}

module instantiation can be 
duplicated if loop is unrolled

identified as input  & output streams

void FIR(int A0_in, int A1_in, int A2_in, int A3_in, int A4_in, int& result_out)
{
     const int T[5] = {3, 5, 7, 9, 11} ;
     result_out = A0_in * T[0] + A1_in * T[1] + A2_in * T[2] + A3_in * T[3] + A4_in * T[4] ;}

FIR module



ROCCC Transformations

‣Standard
- CFG, DFG, and UD/DU
- Constant propagation/

folding
- Copy propagation
- Dead and unreachable 

code elimination
- Scalar renaming
- Common subexpression 

elimination

Loop
Unrolling
Fusing
Interchange
Peeling
Tiling
Unswitching
Invariant code motion

Array
Scalar replacement
Array renaming
RAW and WAW 
elimination
Feedback elimination
Systolic array 
generation
Sequential loop 
pipelined unrolling
Temporal CSE

specific to hardware



Hardware Optimizations

‣ Redundancy Specification

‣ Pipelining and retiming
- Ability to specify weights for basic operations to guide the number of 

pipeline stages

‣ Smart Buffer Generation
- Keep memory accesses that will be reused to minimize off chip requests

‣ Systolic array generation
- Wavefront algorithms are coded as nested for loops that iterate over a 

two-dimensional array
- Specific set of optimizations to transform into a systolic array

‣ Temporal common subexpression elimination
- Remove common code across loop iterations
- Extends to the removal of modules across loop iterations and addition of 

feedback variables



Platform Independent Interfacing

‣ROCCC Generates Generic Hooks
- Memories - address generator
- Streams - FIFOs

‣Each interface configurable by the user on a stream-
by-stream basis
- Number of outgoing memory requests
- Number of reads/writes per clock cycle

‣Optimized for maximum throughput
- Can support reading values every clock cycle or as fast as can 

be fed



ROCCC 2.0 Modules
A module, in a module, in a … you get the idea

optimizations
transformations

C 
module

VHDL 
module A

VHDL 
module C

VHDL 
module BROCCC

core
module A

core
module C

core
module B

database specs of every module, area, timing, etc

3 different 
transformations 

options

46



Importing Modules

C 
module

VHDL 
module

core
module

ROCCC

C code
module or system

synthesis tool

place & route tool

VHDL

netlist

exposed to ROCCC

exposed to synthesis tool

preserved physical 
characteristics

VHDL

VHDL

netlist

netlist

netlist

C code
47



ROCCC 2.0 Features

‣Support for modular circuit design in C
- Reusable modules, in C, VHDL or cores
- Bottom-up design and top-down designs supported
- External IP cores integrated in ROCCC designs
- Partial compilation and partial synthesis with reuse
- Inlining and black box instantiation supported

‣Subset of C with no additional keywords
- ROCCC-code compiled and run with a software compiler

‣Support for variable bit width
- User control over precision of arithmetic operations

‣Floating point operations
- half (16-bit), single (32-bit) or double precision (64-bit)



ROCCC 2.0 Features

‣Automatic VHDL testbench code generation

‣Platform independent code generation
- allows fast re-targeting

‣User control over all transformations, optimizations
- Automate only what is fully understood, by us and the user!
- High-level transformations: loops and arrays
- Low-level optimizations: DFG and circuit levels
- Fine-grained control over low level optimizations

• pipelining depth, fanout tree generation
• parallelization of input and output streams



FPGA SUPERCOMPUTER

Convey Computers HC-1



The Convey HC-1

‣High performance hybrid-core system
- Eight 64-bit Intel Xeon CPUs
- Four Virtex 5 LX330s
- Partitioned Global Shared Memory

‣Compiler-integrated accelerator architecture

Convey HC-1 System 

System Architecture 
The Convey HC-1 is a hybrid-core computer system that uses a commodity two-socket 
motherboard to combine a reconfigurable, FPGA-based coprocessor with an industry standard 
Intel 64 processor.  The coprocessor supports multiple instruction sets (referred to as 

optimized for different workloads and dynamically reloaded when an 
application is run.  Each personality includes a base set of instructions that are common to all 
personalities, as well as extended instructions that are designed for a particular workload. 

The coprocessor has a high bandwidth memory subsystem that is incorporated into the Intel 
coherent global memory space.  Coprocessor instructions can therefore be thought of as 
extensions to the Intel instruction set an executable can contain both Intel and coprocessor 
instructions, and those instructions exist in the same virtual and physical address space.  

 

 

 

Coprocessor 
The coprocessor has three major sets of components, referred to as the Application Engine Hub 
(AEH), the Memory Controllers (MCs), and the Application Engines (AEs). 

The AEH is the central hub for the coprocessor.  It implements the interface to the host processor 
and to the Intel I/O chipset, fetches and decodes instructions, executes scalar instructions and 
passes extended instructions to the AEs.  The 8 Memory Controllers support a total of 16 DDR2 
memory channels, providing an aggregate of over 80GB/sec of bandwidth to ECC protected 
memory. The MCs translate virtual to physical addresses on behalf of the AEs, and include snoop 
filters to minimize snoop traffic to the host processor.  The Memory Controllers support standard 
DIMMs as well as Convey designed Scatter-Gather DIMMs, which are optimized for transfers of 
8-byte bursts and provide near peak bandwidth for non-sequential 8-byte accesses.  The 
coprocessor therefore provides a much higher peak bandwidth, and often can deliver a much 
higher percentage of that bandwidth, than what is available to commodity processors. 



Co-Processor Architecture

‣ Memory Controllers
- 8 MCs with a total of 16 channels

‣ Application Engine Hub
- Interface to host processor

‣ Application Engines
- Implement Personalities
- Coprocessor instruction sets



PRODUCTIVITY?

face detection example



Viola-Jones Face Detection

‣Detect forward facing faces
- Works on a sliding window over an image
- Window must be scaled several times to detect different sized faces

‣24 classifier stages
- Many features in each stage
- Each feature is identical computation with different values

‣Software runs at 1.5 seconds / frame (.66 frames/sec) 
on average
- 600x600 sized images



Productivity

ROCCC

Conference
paper

17,000 lines
C code

2 engineers
3 days

synthesizable
VHDL code



Conclusion

‣ROCCC 2.0 - A third generation C to HDL tool
- designed for code acceleration (not general hardware design)
- extensive compile-time optimizations and transformations
- modular bottom-up designs with code reuse
- code generation independent of target platform, first attempt at 

abstractions

‣Productivity: >10x over HDL design
- small cost in additional area, being improved right now
- much better results on large codes (≠small kernels)

‣Ever widening spectrum of applications



Questions?

Thank you!

ROCCC 2.0  
http://www.jacquardcomputing.org


